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Sound Identification for Fire-Fighting Mobile
Robots

Elizabeth Baum, Mario Harper, Ryan Alicea, and Camilo Ordonez

Abstract—A structure engulfed in flames can pose an extreme danger for fire-fighting personnel as well as any people
trapped inside. A companion robot to assist the fire-fighters could potentially help speed up the search for humans while
reducing risk for the fire-fighters. However, robots operating in these environments need to be able to operate in very
low visibility conditions because of the heavy smoke, debris and unstructured terrain.
This paper develops an audio classification algorithm to identify sounds relevant to fire-fighting such as people in
distress (baby cries, screams, coughs), structural failure (wood snapping, glass breaking), fire, fire trucks, and crowds.
The outputs of the classifier are then used as alerts for the fire-fighter or to modify the configuration of a robot
capable of navigating unstructured terrain. The approach used extracts an array of features from audio recordings
and employs a single hidden layer, feed forward neural network for classification. The simplicity in network structure
enables performance on limited hardware and obtains classification results with an overall accuracy of 85.7%.

Index Terms—Audio classification, neural networks, search robots, unstructured terrain.
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1 INTRODUCTION

F IRE scenes in buildings constitute high risk
environments not only for people trapped

in the structures but also for the fire-fighting
personnel. Robotic platforms that can assist
in preserving human life in these disasters
would be of great value. However, for robots
to be effective during fire emergencies, they
need to comply with several domain specific
issues. Specifically, the sensing modalities to
be employed must work despite the presence
of smoke, which means that vision systems
are, in general, not well suited. Robots must
also be able to navigate challenges encountered
in buildings such as stairs and general de-
bris. These mobility constraints exclude many
robots that are limited to rolling motion, such
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as standard differential or skid-steered vehi-
cles.

This paper presents preliminary work to-
wards the development of a robotic platform to
assist fire-fighters by automatically classifying
sounds of interest in the fire scene. The sounds
classified by the robot are then mapped into
alerts for the fire-fighters and/or specific robot
behaviors. In order to comply with the environ-
mental constraints posed by smoke and debris,
the conceived platform relies on audio and not
vision, and it is equipped with tracks and four
flippers that provide high mobility on uneven
ground.

Fire-fighting robotics is currently dominated
by the need to locate and respond quickly
to fire, thus it is heavily dependent on use
of smoke or optical perception. A notable ex-
ample, an autonomous guard robot [1] was
developed for surveillance and fire notification
and not for active deployment in a fire-fighting
environment. Robotic systems designed for ef-
ficient high-level building maneuvering have
also been created [2]. However, this robot fo-
cused on vertical motion and therefore lack
some of the necessary features needed to con-
duct the hazardous and time sensitive tasks of
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search and rescue operations.
Operation of an autonomous robot in the

volatile environments present within a burn-
ing or compromised structure may require a
greater range of perception capabilities than
smoke detection or vision. This is particularly
true in instances where vision is hampered or
almost entirely lost due to the extreme envi-
ronmental conditions. Research has shown that
even in ideal circumstances, a drawback of
sole reliance on vision-based perception is in
classification accuracy, as errors are particularly
prone in situations with similar objects (such as
in terrain identification between muddy water
and mud). It was discovered that the addition
of sound, allowed for correction and greater
understanding of the environments in which
the robotic platforms were operating [3].

Information contained in audio signals can
give indicators related to the environment, as-
sisting in informed decision making for the
autonomous robot. Using a neural network
based classification algorithm, specific sound
characteristics can be separated and identified
allowing the robot to alter behavior and even
change its mission purpose.

The main contributions of this work are
the development of an audio classifier for a
fire-fighting domain and the initial integration
of the algorithm outputs into tangible robot
actions. The audio signals considered in this
work correspond to people in distress (babies
crying, people coughing and screaming), struc-
tural failures (wood snapping, glass breaking),
fire, fire trucks, and crowds.

The remainder of this paper is structured as
follows: Section 2 describes the experimental
platform in detail. Section 3 details the sound
classification algorithm. Section 4 includes au-
dio classification results. Section 5 presents
preliminary work of robot actions in response
to the audio classification. Finally, Section 5
provides concluding remarks and directions for
future work.

2 EXPERIMENTAL PLATFORM

Figure 1 shows the robotic platform developed
for this work. The vehicle is equipped with four
rotating flippers each with its own drive track.

(a) (b)

Fig. 1: The experimental platform is highly versatile
and capable of traversing rough and uneven terrain.
For normal traversal, it adopts a standard skid-steered
configuration as seen in (a). It can also navigate using the
alternate configuration seen in (b). This configuration is
primarily used for obtaining increased clarity in sensor
readings.

The geometry of these flippers is such that the
tracks are nearly always able to exert a trac-
tive force. This dual-locomotive system allows
the robot to traverse uneven and unstructured
terrain more effectively than traditional skid-
steered systems [12] although it is not as ef-
fective as a legged robot [13]. This design was
chosen because of its high level of mobility pro-
vided by the flippers coupled with the payload
capabilities of a traditional, differential or skid-
steered platform. The rotating, tracked flippers
give the robot the ability to traverse the flat
floors of a building as a skid-steered vehicle,
while also enabling it to ascend and descend
stairs and overcome small obstacles similar to
a legged platform.

There are four motors responsible for actu-
ating the platform. The tracks of the left and
right pairs of flippers are actuated by two of
these motors giving the robot the mobility of
a traditional skid-steered vehicle. The other
two motors are part of separate drive systems,
shown in Fig. 2, which are responsible for
the rotational motion of the flippers in the
front and rear of the machine. The flippers
allow the robot to raise and lower its front
and rear axles, as well as lift itself up, over,
and across obstacles. The tracks and flippers
move independently of one another, and this
allows it to be constantly moving forward as
it climbs upwards. With the actuators aligned
in this manner, the well-documented mobility
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of a skid-steered platform is augmented by
the additional accessibility granted by legged
robotic platforms.

The platform has rotational encoders for both
the front and rear flippers, and is also equipped
with an omni-directional Yeti Pro 192kHz/24-
bit USB microphone. This microphone is con-
nected to an on board computer, which runs
the audio classifier described in Sec. 3.

Fig. 2: There are two main drive systems at work to
achieve the unique locomotion of this robot. The primary
drive system begins with the two motors in the center of
the robot marked at (1). The torque from each of these
motors is transmitted via a chain-drive to output shafts
in the fore and aft of the machine. Each of these shafts
drives a toothed wheel (2) and is responsible for the
track-based motion of the robot. The secondary drive
system is powered by two motors located in the fore
and aft of the machine (3). These utilize a chain-drive
to drive a shaft running the width of the robot. A small
gear at each end of each of these shafts mates with a
counterpart fixed to the inner surface of each flipper.
This mesh is responsible for the rotational motion of the
flippers (4).

3 AUDIO IDENTIFICATION METHODOL-
OGY

Because the robot’s task is to alert and as-
sist fire-fighters, many sounds that may be
common in a fire-fighting scenario were se-
lected. Sounds of paramount importance in-
clude those to identify people in need of rescue,
sounds to warn the fire-fighter, and sounds the
robot should be comfortable around. The hu-
man noises correspond to baby cries, coughs,
screams and crowd noises. The first three
sounds were included to help fire-fighters iden-
tify and listen for a human still trapped inside
a burning building. The crowd noises were

added in attempt to prevent the robot from
mistaking normal dialogue from either the fire-
fighters or people outside of the building for
people still trapped inside. This essentially
seeks to differentiate calm voices of people
already safe from people who are panicked and
still in danger.

The non-human noises are fire sounds, fire
truck noises, glass breaking, and wood snap-
ping. The fire sounds and fire truck sounds
(both engine and siren) were again selected to
prevent mistaking a normal fire environment
noise for a dangerous noise such as a structure
collapse. The fire sounds are also meant for the
robot to be comfortable with, but with more
work, the robot could track if fire sounds are
getting more intense. They could relay this
information to a fire-fighter to warn them of
possible nearby flames that may be hidden
from view. The sounds of glass breaking and
wood snapping were both chosen to warn the
fire-fighter about possible structural collapse so
they do not become trapped inside a burning
building.

3.1 Audio Feature Extraction
The Librosa library, a tool specializing in music
information retrieval (MIR), was employed for
general feature extraction and filtering. Of the
core functionalities included in this library, this
research employs the Mel-spectrogram, Mel-
Frequency Cepstral Coefficients (MFCC), the
chroma-stft (chromagram of the power spectro-
gram), octave-based spectral contrasts, and the
computation of tonal centroids [4].

The Mel-spectrogram of each audio sam-
ple was first computed to obtain distinguish-
ing characteristics from each sound. The Mel-
spectrogram was chosen for it’s scaling prop-
erties, which relate sound closely to that of
human sensory capabilities. A cursory glance
at graphical results in Fig. 3 can visually
show distinguishing elements amongst dif-
ferent sound classes in their respective Mel-
spectrograms.

Additional information about the audio sig-
nal was gathered by computing the Mel-
frequency Cepstral Coefficients (MFCC). This
method has been used to great success in
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Fig. 3: Mel-spectrogram graphs from wave files of each of the 8 considered classes.

identifying and discriminating between sounds
and is a core part of many speech recognition
algorithms [5].

A chromagram is used to show the energies
in each of the 12 semitones of an octave, the
energy is normalized for each of the 12 over-
tones returning 12 values as the chroma feature
set. Classification and discrimination of audio
has been shown to be benefited through use of
the chromagram [6].

It was also chosen to utilize a octave-based
spectral contrast to further gain information
from the audio signal. Significant work has
been accomplished in the domain of music clas-
sification using different forms of spectral de-
composition. Examples include the HMM and
EM-NN methods which attempt reconstruction
of structure from cepstral coefficients [7] and
the use of average spectral envelopes (such as
in the Gaussian Mixture Model (GMM) [8]. The
Librosa library allows for consideration of the
strength of peaks and spectral valleys per sub-
band using a octave-based spectral contrast.
This type of spectral contrast has been found
to perform better than GMM and provides
increased discrimination in sound type [9].

Finally, the tonal centroid feature (tonnetz)
that Librosa provides adds an additional com-
ponent of feature extraction. The developed
methodology considers changes in harmonic
content to determine window lengths for fea-
ture extraction rather than using classical ap-
proaches [10]. Tonnetz allows for event-driven
feature analysis and can recognize when sig-
nificant changes to the sound or ”chord” have
occurred. Experiments in detection of chord
changes shows this method to be substantively
better than classical harmonic onset algorithms
[10].

3.2 Neural Network Design
As depicted in Fig. 4, the classification algo-
rithm uses a feed forward neural network with
a single hidden layer containing 325 neurons.
The network input comprises a 193 element ar-
ray with the features described in Sec. 3.1. Each
set of features of each wave file is combined
into a larger array composed of 193 entries.
The number of entries per feature can be seen
in Table 1. The network has 8 outputs which
are associated with each of the 8 possible class
decisions.
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Fig. 4: Schematic of the employed neural network. It
has as input a 193-dimensional feature array, a single
hidden layer, and 8 outputs (one for each class).

TABLE 1: Number of Entries Per Feature

Feature Number of Entries

MFCC 40

Chroma 12

Mel 128

Contrast 7

Tonnetz 6

The dataset was constructed from various
sources including the UrbanSound8K dataset,
Freesound.org, and FreeSoundEffects.org. The
wave files were downloaded and then parsed
into 4 second or less audio clips. Due to collect-
ing audio files manually, not all of the datasets
were the same. The number of audio files in
each class in the dataset can be seen in Table
2. The dataset was then split into training and
testing sets randomly while keeping 70% for
training and the rest for testing.

TABLE 2: Number of Audio Files Per Class

Class Number of Files

Baby Crying 163

Cough 23

Scream 40

Crowd Noise 29

Fire 22

Fire Truck 150

Glass Shattering 24

Wood Snapping 35

4 AUDIO IDENTIFICATION RESULTS

The trained neural network resulted in an over-
all classification accuracy of 85.7%. Figure 5
also shows the confusion matrix summarizing
the classification results.

Fig. 5: Confusion matrix summarizing the classification
results.

As observed from the confusion matrix, the
current network yielded some misclassifica-
tions. Part of this is due to the small train-
ing dataset that is currently available. It is
also worth mentioning that not all misclass-
fications are problematic. For example, glass
being classified as wood snapping or vice-
versa is acceptable as both sounds correspond
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to structural failure. Future work to alleviate
some of the misclassification will include the
increase of the training samples and the usage
of more advanced deep networks. Changing
the neural network model to be smaller than
that of the original model developed by Saeed
[11], did improve the accuracy due to the fact
that we had a small dataset. The tanh activa-
tion function worked the best for the single
hidden layer. Adding additional features such
as rsme (Root-Mean-Square Energy) or zero-
crossing rate did not increase accuracy. The five
chosen features made the optimal feature set.

Future tests will comprise more complex
data sets including sounds being recorded by
the on-board microphone. The recording pro-
cess is expected to introduce additional com-
plexities to the classification problem. This in-
cludes noise and the fact that some sounds will
be present simultaneously.

5 MAPPING OF AUDIO CLASSIFICA-
TION INTO ROBOT BEHAVIORS

A fieldable robot should perform a particular
behavior upon detecting a sound of interest. If
the on-board neural network perceives sounds
such as a crying baby, coughing, or screaming,
it knows that there is a distressed human some-
where in its vicinity. Knowing this, the robot
can begin a search maneuver to localize the
source of the sounds as well as alerting all first
responders in the area.

If the robot is hearing sounds that it identifies
as general crowd noise, it knows that it is
in an area with multiple relaxed humans. In
order to operate as safely as possible within a
human space, the robot will reduce its speed
of motion as well as retract its legs so that the
risk of a collision is reduced. This can be seen in
Figure 6. Conversely, the sound of a nearby fire
informs the robot that it is in a working area
and, as such, it increases its speed of motion
and configures its legs such that it can more
easily traverse obstructions and obstacles as
shown in Figure 6.

It is also important to identify sounds per-
taining to structural failure of the environment.
The sounds of glass shattering and wood splin-
tering can be relatively common during this

(a) (b)

Fig. 6: (a) When a crowd noise is detected, the robot re-
duces its speed and retracts its legs. (b) When a fire noise
is detected, the robot increases its speed and configures
its legs to improve mobility over uneven ground.

type of disaster. The frequency with which
these events occur, coupled with their volume
and other factors, can give some indication of
if, or when, the structure will collapse. In a case
such as this, the robot would send an evacua-
tion alert to all nearby personnel while contin-
uing its search of the structure (e.g., continue
search in second floor Fig. 7) the rationale here
being that the robot is expendable. While the
human fire-fighters are evacuating, the robot
will continue to search for additional signs of
life. Table 3, summarizes the robot actions as a
result of the audio classification outputs.

TABLE 3: Sounds vs. Behaviours

Case Percieved Audio Responsive Behaviour

0 Baby Crying Send search-and-rescue signal to
robot’s location.

1 Cough Send search-and-rescue signal to
robot’s location.

2 Scream Send search-and-rescue signal to
robot’s location.

3 Crowd Noise Reduce speed of motion. Retract
legs.

4 Fire Increase speed of motion. Extend
legs for obstacle traversal.

5 Fire Truck Continue search.

6 Glass Shattering Send alert signal. Continue
search as humans evacuate.

7 Wood Snapping Send alert signal. Continue
search as humans evacuate.

sectionConclusions and Future Work
This paper developed an audio classifier for

a mobile robot working in a fire-fighting do-
main. The developed classification methodol-
ogy is able to classify sounds into eight dif-
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Fig. 7: When the sound of a structure collapsing is
detected, the robot alerts the fire-fighters but continues
its search for humans. In this illustration, the robot
engages in a stair climbing behavior.

ferent classes including sounds of people in
distress (babies crying, screams, and people
coughing) and structural failures (wood snap-
ping and glass braking). The overall classifi-
cation accuracy was 85.7%. In addition, the
outputs of the classifier were mapped into
robot behaviors that involve adjustments of the
robot’s body configuration and speed.

Future work will concentrate on the chal-
lenging problem of classifying the sounds
when they occur simultaneously or in very
noisy environments. This will require enhanc-
ing the data set used for training and exploring
deeper neural networks.

Testing during this project has shown that
some improvements need to be made on the
platform. More reliable tracks should be in-
tegrated to reduce longitudinal slip. There is
also ample space to remove excess material,
thus making the platform more lightweight
and nimble. Finally, to be a true search-and-
rescue platform, the sensitive electronics must
be properly insulated to protect against the

thermal and physical stresses of the environ-
ment.

ACKNOWLEDGMENT

Elizabeth Baum was supported by NSF Award
# 1560337.

REFERENCES
[1] Y. Shimosasa, J. Kanemoto, K. Hakamada, H. Horii, T.

Ariki, Y. Sugawara, F. Kojio, A. Kimura and S. Yuta, ”Some
Results of the Test Operation of Security Service System
with Autonomous Guard Robot”, Industrial Electronics
Society, 2000. IECON 2000. 26th Annual Conference of the
IEEE, pp. 405-409, 2000.

[2] H. Amano, K. Osuka, and T.-J. Tarn. ”Development of
vertically moving robot with gripping handrails for fire
fighting.” Proceedings 2001 IEEE/RSJ International Con-
ference on Intelligent Robots and Systems. Expanding the
Societal Role of Robotics in the the Next Millennium (Cat.
No.01CH37180) (2001): 661-67. Web.

[3] J. Libby and A. Stentz, ”Using Sound to Classify Vehicle-
Terrain Interactions in Outdoor Environments”, 2012 IEEE
International Conference on Robotics and Automation
(ICRA), 3559-3566., 2012.

[4] B. McFee, C. Raffel, D. Liang, D. Ellis, M. McVicar, E.
Battenberg and O. Nieto, ”librosa: Audio and Music Signal
Analysis in Python”, Proceedings of the 14th Python in
Science Conference, pp. 18-25, 2015.

[5] X. Zhou, D. Garcia-Romero, R. Duraiswami, C. Espy-
Wilson and S. Shamma, ”Linear versus mel frequency
cepstral coefficients for speaker recognition,” 2011 IEEE
Workshop on Automatic Speech Recognition and Un-
derstanding, Waikoloa, HI, 2011, pp. 559-564. doi:
10.1109/ASRU.2011.6163888

[6] P. Dighe, P. Agrawal, H. Karnick, S. Thota and B. Raj,
”Scale independent raga identification using chromagram
patterns and swara based features”, 2013 IEEE Interna-
tional Conference on Multimedia and Expo Workshops
(ICMEW), 2013. doi: 10.1109/ICMEW.2013.6618238

[7] H. Soltau, T. Schultz, Martin Westphal, and Alex Waibel.
”Recognition of Music Types”. ICASSP 1998, Vol. II, pp.
1137-1140, 1998.

[8] D. Pye. ”Content-Based Methods for the Management of
Digital Music”. ICASSP00, Vol. IV, pp.2437-2440, 2000.

[9] D. Jiang, L. Lu, H. Zhang, J. Tao and L. Cai, ”Music type
classification by spectral contrast feature”, IEEE Interna-
tional Conference on Multimedia and Expo, vol. 1, pp. 113-
116, 2002. doi: 10.1109/ICME.2002.1035731

[10] C. Harte, M. Sandler and M. Gasser, ”Detecting Harmonic
Change in Musical Audio”, Proceedings of the 1st ACM
Workshop on Audio and Music Computing Multimedia,
pp. 21-26, 2006. doi: 10.1145/1178723.1178727

[11] A. Saeed, ”Urban Sound Classification, Part 1”,
Aqibsaeed.github.io, 2017. [Online]. Available:
https://aqibsaeed.github.io/2016-09-03-urban-sound-
classification-part-1/. [Accessed: 20- Jul- 2017].

[12] K. Ohno, S. Morimura, S. Tadokoro, E. Koyanagi and
T. Yoshida, ”Semi-autonomous control system of rescue
crawler robot having flippers for getting Over unknown-
Steps,” 2007 IEEE/RSJ International Conference on Intel-
ligent Robots and Systems (IROS), 2007 (pp. 3012-3018).
IEEE.



8

[13] M. Hutter, C. Gehring, D. Jud, A. Lauber, C.D. Bellicoso, V.
Tsounis, J. Hwangbo, K. Bodie, P. Fankhauser, M. Bloesch,
and R. Diethelm, ”Anymal-a highly mobile and dynamic

quadrupedal robot,” 2016 IEEE/RSJ International Confer-
ence on Intelligent Robots and Systems (IROS), 2016 (pp.
38-44). IEEE.


