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ABSTRACT

Mobile robots operating in the field need to be aware of the terrain and use this information to select the proper
motion planning modality. For example, in very benign terrain it might be desirable to navigate to a goal
following the shortest path. However, on challenging terrains, such maneuvers may be prohibitively expensive
in terms of energy consumption. This paper summarizes field experiment results corresponding to a comparison
between distance optimal and energy optimal motion planning for a skid-steered robot on different terrains.
The results show that on average there is substantive energy savings associated with energy optimal motion
planning.
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1. INTRODUCTION

Energy optimal planning is crucial for autonomous robots in unstructured environments. These robots are often
tasked with traversing great distances on batteries, significantly constraining the operation time with a fixed
amount of energy. This paper focuses on analysis of experimental data obtained from using terrain dependent
models for energy optimal motion planning on the Husky A200 skid-steered platform.1 Efficient and feasible
trajectories were generated using the Sampling Based Model Predictive Optimization (SBMPO)2 algorithm,
which takes advantage of knowledge about the dynamics of the robot to allow for optimal planning. Compared
to other sampling based planning algorithms like RRT*,3 SBMPO samples the control space of the robot instead
of the configuration space, simplifying the enforcement of kinodynamic constraints (for example, the minimum
turn radius feasible for skid-steered vehicles due to torque limitations). The rest of this paper is organized as
follows. Section 2 discusses the details of the SBMPO algorithm used in this research. Section 3 discusses the
experimental set up used to evaluate the performance of the motion planner. Section 4 discusses the results from
the experiments. Finally, Section 5 summarizes the paper and proposes future work.

2. SAMPLING BASED MODEL PREDICTIVE OPTIMIZATION

Sampling Based Model Predictive Optimization (SBMPO)2 is a planning tool which allows for the generation of
optimal trajectories by taking advantage of kinematic and dynamic models of the system under consideration.
SBMPO has been applied to a number of planning problems on different platforms, including autonomous
underwater vehicles,4 skid-steered vehicles,5 legged robots,6 and spacecraft.7 SBMPO uses a model of the
robotic system to generate a graph like the one shown in Figure 1, which it then uses to generate an optimal
trajectory using an A*-type algorithm. The essence of SBMPO is the process of:

1. Generating a set of inputs to the kinematic or dynamic model of the robot,
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Figure 1. Illustration of the graph formed by the SBMPO sampling process.

2. Forward integrating the kinematic or dynamic model of the robot with the sampled inputs to generate
a directed graph with each node in the graph representing a state of the robot in time and each edge
representing a sampled input,

3. Generating a trajectory through the graph between the start and goal states of the aforementioned graph
using LPA*,8 an A*-type algorithm.

It is important to note that the trajectory returned by SBMPO is not necessarily the optimal trajectory.
This is due in part to the use of sampling to generate the inputs to the kinematic or dynamic model and is also
due to the fact that SBMPO was terminated when a trajectory was found that reaches the goal, not when it
found the optimal (subject to sampling) solution.

The following are the main steps of SBMPO:

1. Select the node with the highest priority in the queue: The nodes are collected in an Open List, which
ranks the potential expansion by their priority or low cost associated with the node. The Open List is
implemented as a heap so that the highest priority node that has not been expanded is on top. If the
selected node is the goal, SBMPO terminates, otherwise go to step 2. Note that the node representing the
start will have the highest initial priority.

2. Sample the input space: Generate a sample of the input to the system that satisfies the input constraints.
The input sample and current state (i.e., the state of the selected node) are passed to the system model,
and the system model is integrated to determine the next state of the system. If the next state satisfies all
constraints, then continue to Step 3, else repeat Step 2.

3. Add a new node to the graph: Use an implicit grid9 to check if the graph already contains a node close
to the new state of the system. If such a node exists, only add an edge from the current node (i.e., the
selected node) to the node whose state is similar to the new state. Otherwise, add a node whose state is
the next state.

4. Evaluate the new node cost: Use an A* heuristic to evaluate the cost of the generated vertices based on
the desired objective. Add a new node to the priority queue based on the minimum cost.

5. Repeat 2−4 for n successors: Repeat steps 2−4 for n successors, where n, the branchout factor, is defined
by the user.

6. Repeat 1− 5 until one of the stopping criteria is true: Steps 1− 5 are repeated until the goal is reached or
the maximum number of allowable iterations is achieved.



For the research in this paper, the forward velocity of the robot is held constant throughout the trajectory.
It is also assumed the robot can be modeled as an “ideal” skid-steered robot. The equation for the kinematics
of an ideal skid-steered robot is the same as for a differentially steered vehicle, but with the width of the robot
expanded by a value called the expansion factor (α).10 This model is given by[
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where ωl and ωr represent the angular velocities of the left and right wheels, vy represents the forward velocity
of the robot, ψ represent the robot’s body’s angular velocity, B represents the width of the robot’s body, r is the
radius of the robot’s wheels, and α is the expansion factor. Another way to think about the expansion factor is
that, for a given wl and wr, it represents an expansion of the turn radius for a differential steered vehicle such
that it is equivalent to the turn radius of a skid-steered vehicle with the same width. As in

Rskid = αRdiff , (2)

where Rskid represents the turn radius of a skid steer vehicle and Rdiff represents the turn radius for a dif-
ferentially steered vehicle with the same width and wheel velocities. It has been shown that the value for the
expansion factor is a function of the surface on which the robot is traveling.11

As with A*-type algorithms, SBMPO requires both a traveling cost function, as well as a heuristic function
that represents a lower bound on the cost between a future node and the goal node. For distance optimal
planning, the heuristic is the Euclidean distance between the future node and the goal. The traveling cost is
calculated by integrating the distance moved in each time step. For energy optimal planning, let D denote the
Euclidean distance between the current node and the goal and let t denote the time it takes for the robot to
travel D at its fixed linear velocity vy, such that t = D

vy
. The optimistic heuristic is then given by

H = P∞t, (3)

where P∞ denotes the power consumption of the robot corresponding to linear motion on flat ground.

The actual energy is calculated by looking at torque vs turn radius curves (see Figure 2) that were developed
for each surface by commanding the robot to follow a diagnostic trajectory. The process to determine the energy
required from the turn radius is as follows:

1. For a given turn radius, use the developed torque vs turn radius curve to determine the required left and
right torques (τl and τr respectively) to make the specified turn;

2. Calculate required power for the turn for each motor using

P∗ =
τ∗ω∗
η∗

+ (
τ∗

KT g∗η∗
)2Re, (4)

where ∗ is either ` or r indicating either the left or right motor respectively, P∗ is the power used by the
motor, τ∗ is the torque read from the curve, ω∗ is the angular velocity of the corresponding wheels, Kt

is the torque constant of the left and right motors, g∗ is the gear ratio of the motor, Re is the internal
resistance of the left and right motors, and η∗ is the efficiency of the motors.

The total power is found using
Ptotal = σ(Pr) + σ(P`), (5)

where Ptotal is the total power used by the robot, and σ is defined as the operator

σ(Q) =

{
Q, Q ≥ 0

0, Q < 0.
(6)

While one might expect to write Ptotal = Pr + P`, it turns out that P` can be negative if no torque is
applied to the left wheel but the wheel spins due to torque applied to the right wheel and the coupling of
the system dynamics. As this excess power is not used to charge the batteries for the Husky A200 platform,
it makes more sense to use the general form in (5).12



Figure 2. Example of a torque vs. turn radii curve developed for one surface type.

3. Integrate the total power with respect to time to calculate the necessary energy and therefore cost.

When the motion planner is planning its initial trajectory, information regarding the whole region being
planned over may not be available. (For example, the robot may not be able to detect all of the obstacles present.)
The process of re-planning, or generating new trajectories after the initial trajectory has been generated, allows
the robot to handle this new information. Re-planning can also mitigate the risk of the robot deviating from
its initial planned trajectory and colliding with an obstacle. If the robot deviates from the planned trajectory,
re-planning allows the robot to create a new plan from the robot’s actual position, which avoids future collisions.

3. EXPERIMENTS

To test the planner and its ability to handle energy and distance optimal planning on different terrains, exper-
iments were conducted on a Husky A200 robot. The 50kg Husky A200 robot has a maximum speed of 1.0m/s
and a rated payload capacity of 20kg. The robot has three Mac Minis with 2.3Ghz Quadcore processors running
Linux, which it uses for motion planning, maintenance of map information, and communication with the user.
The robot also uses a separate single board computer running QNX to log the current being supplied to the
motors. To actually sense the current itself, the robot uses a AN 170KIT ±20A ±2% Hall effect current sensor.
For obstacle detection, the robot uses a Hokuyo laser range finder (Model Number UTM-30LX-EW) with a range
of 0.1m− 30m.

Experiments involved commanding robot motion on both asphalt and grass surfaces. The area used for the
asphalt experiments is normally used as a parking lot. The area for the grass experiments is a field that had been
mowed immediately before the experiments. Cardboard cylinders approximately 60cm in height and ranging in
diameter from 24cm to 34cm in diameter were used as obstacles for the robot to plan around.

During the experiments, the planner was implemented online, meaning that the trajectories were planned
on-board the robot. For each trial, the robot used Hokuyo on-board LIDAR to populate the obstacle map



in SBMPO. Given the obstacle map, the robot planned a trajectory from the current location (as the start
position) to the desired goal location and then executed it. While the Husky was in motion, on-board sensing
and computing equipment recorded several key performance metrics: the number and reasons for re-planning,
energy expenditure, predicted energy use, traveled distance, and predicted distance.

Certain situations would necessitate the robot to re-plan in the experiments discussed in this paper. The
reasons include:

1. Obstacle Avoidance: As the robot traveled, it would occasionally discover obstacles that could not be seen
when the robot first planned the trajectory (due largely to obstacles being occluded or out of the range of
the LIDAR). When the robot discovered an obstacle in its computed trajectory, the robot would plan a
new trajectory, avoiding this obstacle. This condition would also trigger if the robot had strayed from its
designated trajectory (due to skidding/slipping) and realized a collision would occur if it persisted in its
designated trajectory.

2. Trajectory Refinement: Trajectory refinement would be triggered if the robot deviated too far from the last
commanded trajectory. This deviation could be caused by unmodeled slip or skidding or variations in the
terrain being traversed. The robot localized itself using a fusion of information from its wheel encoders and
LIDAR. This re-planning is important as following the original set trajectory would likely lead to failure
to reach the goal.

3. Periodic Re-planning: Periodic Re-planning was triggered such that no more than a fixed time offset would
occur between re-plans. In practice, this condition is rarely (if at all) triggered, as re-planning due to
Trajectory Refinement or Obstacle Avoidance would be activated before the maximum re-planning time
period could lapse.

For both asphalt and grass, the value for the expansion factor α (as in (1) and (2)) and the turn radius vs torque
curve (as in Figure 2) were determined empirically.

For each motion planning trial, the following procedure was followed:

1. An obstacle layout and goal location is determined.

2. An operator sends command to the robot, giving the goal position and choice of distance optimal or energy
optimal planning.

3. The data sent by the first operator is verified by a second operator.

4. The first operator sends the start command to the robot and the robot begins following its initial trajectory.

5. An additional operator verifies the robot’s progress in real time; if needed, the operator can abort the
mission if doing so is in the interest of safety.

6. At the end of execution, the operator verifies the robot’s final position and compares this with the goal
location.

There are two distinct independent variables modified in this set of experiments. These were the choice
between energy optimal or distance optimal planning and what terrain the robot was traversing. The dependent
variables are the distance actually traveled, the distance the planner computed the robot would travel, the energy
actually used, the energy assumed by the planner to be used by the robot, and the number of times re-planning
was required.

One factor that was not controlled for, which may have impacted the results, was the temperature of the
terrain. There was a great difference in temperatures from when the kinematic and dynamic models were learned
and when the bulk of the trials were conducted. This is particularly important for the asphalt results, because
the model was learned in the morning when the surface was very cool, while the later trials were conducted
around noon. The order of the trials was randomized (such that energy and distance trials were evenly spread



Figure 3. Experimental set up for one trial’s obstacle configuration on asphalt. The Husky robot is sitting at its start
location, the orange cone on the far right is the goal location.

throughout the experimental period), which offsets this concern when comparing the results for energy optimal
and distance optimal planning over the same terrain. This does not offset the concern when comparing asphalt
results to grass results.

For the experiments presented in this paper, the input to the model being sampled is the angular velocity of
the body of the robot (assuming the robot is a differential steered vehicle as in (2)). The actual angular velocity
of the body of the robot is calculated using the learned expansion factor and (2). The commanded forward
velocity is held constant throughout the planned trajectory.

Sixteen trials were conducted on grass and sixteen were conducted on asphalt. For each surface type, eight
of the trials used distance optimal planning and eight used energy optimal planning.

4. RESULTS AND DISCUSSION

To analyze the performance of the planner, the authors looked at a comparison between the energy used and the
amount of re-planning necessary for each terrain and planning type.

4.1 Energy vs Distance Optimality Comparison

Table 1 shows a comparison between energy consumption for both distance optimal and energy optimal planning
for both asphalt and grass terrains. The hypothesis for this set of experiments is that the energy consumed by
trajectories generated using energy optimal planning should be less than or equal to the energy consumed by
trajectories generated through distance optimal planning. This would correspond with positive values in columns
2 of Table 1. The hypothesis is confirmed on average for grass and for the combined experiments. For asphalt,
the same relationship is seen for the “Corrected Asphalt” results (row 2 of Table 1). The Corrected Asphalt
results do not include one outlier trial in which the robot chose to follow a very long meandering trajectory. This
result is included in the results shown in row 1 of Table 1. With the current experimental set up, it is impossible
to tell why the robot chose an obviously non-optimal path, though the authors hypothesize that there may have
been an error with the localization system on the robot or an error in one of the robot’s other sensors. Columns
4 and 5 show the minimum and maximum differences between energy and distance optimal planning for each
surface.

For all the data sets there were trials in which energy optimal planning took more energy than the corre-
sponding distance optimal trajectory (as shown by the negative values in column 4 of Table 1). It is important
to note that when the robot plans the optimal trajectory at the beginning of the trial, the robot only plans
avoiding the obstacles the robot’s LIDAR can detect at that point. As the robot travels along the trajectory,
it can see parts of the environment that were previously occluded and may detect more obstacles that it has to
re-plan to avoid. The point in time that the robot detects these new obstacles effects what the robot has the



option of doing to avoid the obstacle. If the robot is very close to the obstacle before it sees it, the robot may be
forced to take a very sharp turn to avoid collision, which requires more energy from the robot. This may cause
the non-optimality of the results if the distance optimal initial trajectory allows the robot to see an obstacle
sooner than the corresponding energy optimal trajectory, and the planner has more time to avoid a costly sharp
turn. Column 5 shows the maximum amount of energy saved from energy optimal planning compared to distance
optimal planning. The fact that the values are all positive show that for all terrains there was at least one set of
trials where energy optimal motion planning shows clear improvement in energy consumed over distance optimal
planning.

Table 1. Difference in energy consumption between distance optimal and energy optimal planning. (E =
Edistance−Eenergy

Edistance
). Positive values indicate lower energy consumed by energy optimal planning, which is what is ex-

pected.

Mean E St Dev E Min E Max E
Asphalt -5.97% 29.52% -67.81% 23.91%

Corrected Asphalt 2.86% 16.97% -25.94% 23.91%

Grass 20.32% 27.16% -25.55% 60.44%

Combined 7.17% 30.58% -67.81% 60.44%

4.2 Re-planning Frequency

Table 2 shows the number of times re-planned for each terrain and planning type. Distance optimal planning
required more re-planning than energy planning, on average. This is due to the nature of the trajectories
generated by each planning type. Distance optimal planning generally will try to take sharp turns around
obstacles, getting closer to the obstacles. Sharp turns are affected by skidding more than shallow turns preferred
by energy based planning, and the skidding can cause the robot to veer off its designated trajectory causing the
need for re-planning due to trajectory refinement.

Table 2. Re-planning Frequency for each terrain and planning type.

Terrain/Planning Type Mean Standard Deviation Min Max

Asphalt/Distance 14.13 7.62 6 27

Asphalt/Energy 10.30 3.33 5 16

Grass/Distance 14.50 6.48 7 23

Grass/Energy 12.40 5.32 7 23

5. CONCLUSION

Sampling Based Model Predictive Optimization (SBMPO) is a motion planning algorithm that allows for the
planning of optimal trajectories from some initial position to some goal position. SBMPO uses a kinematic
and dynamic model of the robot to create trajectories that are both feasible and optimal. Energy efficiency is
important for robots that have to travel increasingly long distances with batteries that are limited in how much
energy they can store. This paper shows the results from experiments using SBMPO on a Husky A200 robot
on asphalt and grass surfaces with various obstacle configurations. The results, as expected, show that energy
optimal planning, on average, results in less energy consumption than distance optimal planning.
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