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Abstract— Model Predictive planning and control algorithms
based on A∗-type graph search techniques achieve computation-
ally fast and nearly optimal solutions when they use a cost-to-
goal (or “heuristic”) function, i.e. an estimate of the cost from
the current state to the goal state, that correlates well with the
actual optimal cost-to-goal values. Compared to search methods
without a cost-to-goal estimate, these algorithms achieve a
low computational cost because they exploit structure in the
optimization problem. The cost-to-goal estimate is problem-
specific and is typically derived analytically from a relaxed
version of the problem. There are, however, many planning
and control applications for which a proper cost-to-goal is
difficult to obtain analytically. The trivial heuristic, H = 0,
is often used when a more suitable problem-specific cost-to-
goal is unavailable, but this leads to computationally slow
searches. This paper presents a graph-based search algorithm
coupled with a learned cost-to-goal estimate that leverages
experience through extensive offline simulations to provide
online computational speed even when a suitable cost-to-goal
cannot be derived analytically.

I. INTRODUCTION

Current approaches to Fast Model Predictive Control
(MPC) and fast trajectory planning include Linear Program-
ming (LP) and Quadratic Programming (QP) approaches
[1][2], and explicit methods [3][4][5], which divide the state
space into many (possibly tens of thousands) of sub regions
and perform all control optimization offline, accessing the
result through a lookup table. LP and QP achieve fast
computations, but the underlying assumptions include a
linear model, polyhedral constraints, and a quadratic cost
[6]. These restrictions define a class of problems for which
LP or QP approaches are efficient minimizers of cost. A
somewhat wider class of problems may be solved with
explicit methods. However, the primary drawback of this
method is the massive storage requirement for all except
modestly-sized problems, so that explicit MPC methods “can
only be applied reliably to small problems (where the state
dimension is no more than around five)” [6]. Fast linear-time-
invariant and nonlinear MPC problems have traditionally
been approached by linearization of the dynamics about a
number of operating points and gain scheduling [7].

The use of sampling-based graph search algorithms for
planning [8][9][10][11][12][13] has been established as a
means of constructing close-to-optimal trajectories. While

the trajectory planning problem is computationally complex
because it involves searching a high-dimensional space,
selecting a suitable cost-to-goal estimate can reduce the
computational times and make these algorithms suitable for
time-sensitive missions [14][15]. In addition to planning,
graph search algorithms may be applied, when executed in
real time, to Model Predictive Control [16][17]. Sampling
Based Model Predictive Optimization (SBMPO), the method
chosen for this research, is an optimization method that
can be applied to a large class of nonlinear optimization
problems. This approach to optimization, unlike LP and
QP approaches, is applicable to any system for which
a simulation model exists. Models with nonlinear, time-
dependent, or nondifferentiable dynamics, constraint, and
cost equations are just as readily handled by SBMPO as
their linear-time-invariant and smooth counterparts. A second
advantage of the method is that no linearization and no
gradient or Hessian computations are needed. Furthermore,
unlike gradient-based optimization approaches, SBMPO is
able to avoid convergence to a suboptimal local minimum
[16].

SBMPO has its origins in the area of artificial intelligence
search algorithms and is most computationally efficient when
given a suitable approximation of the cost required to reach
the goal state from the current state. In computer science
literature, this approximation is called a heuristic. In this pa-
per, the more precise term cost-to-goal estimate will be used.
SBMPO and other A∗-type algorithms perform a best-first
search [18][19], using the provided cost-to-goal to explore
the most promising trajectories. For many systems, however,
there is insufficient structure to analytically determine a
suitable cost-to-goal estimate. Here, we present a general
approach to learn a cost-to-goal estimate from data when no
such suitable function exists.

The introduction of a learned cost-to-goal estimate also
makes an anytime implementation of SBMPO possible. Any-
time algorithms [20][21] construct feasible trajectories and
return the closest to optimal trajectory found by the end of
a deterministic time limit. These algorithms are therefore
suitable for missions with real time planning or control
requirements.

To learn the cost-to-goal estimate, a neural network learn-



ing approach is applied with inspiration from intelligent
biological systems, which can learn to perform mechanical
tasks more quickly as they gain experience [22]. Once the
neural network has been trained to represent the cost-to-goal
estimate, faster SBMPO computational performance is possi-
ble. By using the neural network as a function approximator,
we overcome the drawback of high computational cost while
avoiding the main disadvantage of explicit MPC techniques;
instead of the massive storage requirement of those methods
(they grid the entire state space), this method captures the
offline-generated information in a compact neural network
representation. In this reseach we show that machine learning
may be used to improve the computational speed of an A∗-
type solver through the prior experience of solving similar
optimization problems.

Note that a cost-to-goal estimate is called optimistic when
it never overestimates the true minimum required cost to
reach the goal from any given state. A∗-type algorithms are
guaranteed to converge to an optimal solution if the cost-
to-goal estimate used is optimistic. When a non-optimistic
function is used, suboptimality may be introduced, which
is bounded in the worst case; for example, this result has
been proved for the Weighted A∗ algorithm [23][24]. The
cost-to-goal estimate learned in this research is not generally
optimistic, as it sometimes underestimates and sometimes
overestimates the cost-to-goal.

This paper is organized as follows. Section II gives an
overview of SBMPO, the optimization approach chosen for
this research. Section III describes the procedure for learning
the cost-to-goal estimate. Section IV provides a simulated
example with results, and Section V contains concluding
remarks.

II. SAMPLING BASED MODEL PREDICTIVE
OPTIMIZATION OVERVIEW

As a means of solving Model Predictive Optimiza-
tion problems without computing gradients, Sampling
Based Model Predictive Optimization (SBMPO) [12][13]
has been developed and implemented on experimental
platforms[15][25][26]. SBMPO may be applied to solve the
general MPC optimization problem,

min
{u(k),...,u(k+N−1)}

N

∑
i=1

C (y(k+ i)− r(k+ i)) , (1)

where the cost function C(·) is nonnegative, subject to the
nonlinear state space equations,

x(k+ i) = g(x(k+ i−1),u(k+ i−1)), (2)
y(k) = h(x(k)), (3)

and the constraints,

x(k+ i) ∈ X f ree ∀ i≤ N, (4)
u(k+ i) ∈ U f ree ∀ i≤ N, (5)

where r(k) is the reference input and X f ree and U f ree
represent the states and inputs respectively that do not violate
any of the problem constraints. The prediction horizon N

defines the number of time steps, ahead of current time step
k, to be considered in the MPC optimization. SBMPO is
described in Fig. 1 and is easily applied to both linear and
nonlinear models, combining techniques for sampling the
input domain with an efficient graph search method such
as A∗. The details of SBMPO are given in [13][16]. Below,
two aspects of SBMPO are emphasized.

Fig. 1. Sampling Based Model Predictive Optimization Summary. The al-
gorithm discretizes the input space and makes model-based state predictions,
x̂k+ j , in order to minimize a cost function.

1) Sampling the Input Domain: The field of path planning
in robotics has seen recent innovations that have used sam-
pling techniques [10][27]. SBMPO involves the sampling of
the space of allowable inputs. Halton sampling, in particular,
is a method based on the low-discrepancy Halton sequences
that has been shown to provide representative sample sets
consisting of fewer points than sets generated using pseudo-
random numbers or regular grids [28][29]. Satisfaction of
input constraints is automatic since it is the allowable inputs
that are sampled, and since the inputs are propagated forward
through the model, no inversion of the model is needed.

2) The Graph Search: Using the current state and input
samples, several nodes are computed by propagating the
model and added to a graph with tree connectivity, as
illustrated in Fig. 2. The branchout factor B, a tuning pa-
rameter of the algorithm, determines how many child nodes
are generated when a particular parent node is expanded.
SBMPO is a best-first search, meaning all possible nodes
are maintained in a sorted queue so that the most promising
nodes will be explored first. The cumulative cost to reach
a given node is added with the cost-to-goal in order to
determine the sort order of this queue.

III. COST-TO-GOAL LEARNING APPROACH

The cost-to-goal learning process consists of constructing
a function that maps an input vector to a non-negative scalar
cost. The input vector consists of both the starting and goal
states, and the cost is an approximation of the minimum
cumulative cost to move optimally from the starting state to
the goal state. The cost is given by (1) where y is the vector



Fig. 2. SBMPO Search Graph. The graph is built by expanding the most
promising node (a parent node) to generate B child nodes. Each child node is
assigned an input sample, which is propagated forward through the model to
generate a trajectory segment from the parent to child and predict a state for
the child node. The potential cost of reaching that state is used to prioritize
the nodes and select the most promising candidate for the next iteration of
expansion.

Fig. 3. Batch Training of the Cost-to-Goal Function. Many trajectories are
optimized, each with a randomized start and goal state. The trajectories and
their costs are used to train a neural network predicting costs of optimal
trajectories between any two states in general.

of outputs and r is the goal. In order to construct a cost-to-
goal estimate from data, this optimization must be repeated
for a batch of many different combinations of initial and
goal states, as illustrated in Fig. 3. When performing model
predictive control, the plant dynamics model may be used
to perform these optimizations in simulation. To produce
the batch of optimized trajectories, SBMPO with the trivial
heuristic H0 = 0 is used. Although the generation of these
trajectories is the most time consuming aspect of the cost-to-
goal learning process, they may be generated in parallel on a
computing cluster, as each trial is independent of the others
and can be run in a separate thread. For problems where
no analytical model exists, the authors suggest first running
experiments to emprically define a system model, which then
allows the simulation of additional cases necessary to fit an
accurate cost-to-goal estimate. In this research, randomized
starting and goal states are selected for each trial.

Once the trials have completed, with each trajectory con-
necting its unique starting state and goal state pair, the data
from all trajectories is used to train a neural network. The
trained neural network is a fitting function and serves as
the cost-to-goal estimate H1. Given any current state and
goal state, the neural network output is an approximation of
the optimal cost of reaching the goal state from the current
state, as depicted in Fig. 4. For the cost-to-goal network for a

Fig. 4. Inputs and Outputs of the Neural Network Cost-to-Goal Function.
Once trained, the cost between two given states is estimated by the output
of the neural network.

Fig. 5. Schematic of a Double Pendulum. Two degrees of freedom are
represented by the two link angles, and the torques supplied at joint 1 (the
base) and joint 2 are the control inputs.

given problem, it is necessary to select the number of layers,
number of hidden units in each layer, the activation function
for each layer, and the particular learning algorithm used to
determine the weights.

IV. TWO LINK PENDULUM SIMULATION RESULTS

In this section, results are presented for the goodness
of fit of the neural network cost-to-goal estimate, and the
computational cost improvement achieved. The simulated
plant is the double pendulum illustrated in Fig. 5 with control
torques joints 1 and 2. The dynamics are described by the
differential equations

θ̈1 = F1(θ1,θ2, θ̇1, θ̇2,τ1,τ2),

θ̈2 = F2(θ1,θ2, θ̇1, θ̇2,τ1,τ2),
(6)

where the full equations for F1 and F2 are given in the
Appendix. The states, θ1, θ2, θ̇1, and θ̇2, are the angles
of each link with respect to the vertical and their rates of
change, and the inputs, τ1 and τ2, are the torques provided
at the joints, which are confined to the range [−100,100]



N·m. The outputs,

x2 = L1 sin(θ1)+L2 sin(θ2),

y2 =−L1 cos(θ1)−L2 cos(θ2),
(7)

represent the horizontal and vertical position of mass m2.
For the simulation, the equations are discretized using the

Runge-Kutta method [30] with a simulation time step of 0.05
sec. The values of the constants used in this research are
given in Table I. The selected neural network architecture

TABLE I
SIMULATION PARAMETERS

Symbol Parameter Value
m1 Mass of Link 1 Endpoint 1.0 kg
m2 Mass of Link 2 Endpoint 1.0 kg
L1 Length of Link 1 1.0 m
L2 Length of Link 2 1.0 m
β1 Damping Coefficient 1 0.0
β2 Damping Coefficient 2 0.0

for this cost-to-goal learning problem consists of a single
hidden layer with a sigmoidal activation function. Using the
Levenberg-Marquardt algorithm [31], the neural network was
retrained for multiple hidden layer sizes. Neural networks
were trained using integer hidden layer sizes between 3 and
30 hidden units. The generated trajectories should be divided
into a training set and a mutually exclusive testing set. Of
these trained neural networks, the one with the smallest Mean
Square Error over all predictions in the testing data set was
retained. The selected neural network contained 12 hidden
units.

Using this simulated model, SBMPO optimization (with
trivial heuristic, H0 = 0) was used to generate 20,000 tra-
jectories, each with randomized starting position, x2,start
and y2,start , and ending position, x2,goal and y2,goal , picked
according to

Rstart =U(1.6,2.0),

Θstart =U(−π

2
,

π

2
),

x2,start = Rstart cos(Θstart),

y2,start = Rstart sin(Θstart),

(8)

Rgoal =U(1.6,2.0),

Θgoal =U(−π

2
,

π

2
),

x2,goal = Rgoal cos(Θgoal),

y2,goal = Rgoal sin(Θgoal),

(9)

where U represents the continuous uniform distribution. The
total CPU time required to generate the 20,000 trajectories
using a single processor core was 55 hours. However, using
6 processor cores, the data set was generated in 10 hours.

The velocities θ̇1 and θ̇2 are set to zero at the beginning

Fig. 6. Neural Network Goodness of Fit. The prediction (vertical axis)
versus actual (horizontal axis) cost-to-goal are plotted for each trajectory
in the testing data set. The data points lie near the dotted line (of slope
1), which represents perfect prediction, indicating that the neural network
accurately approximates the cost-to-goal estimate.

of each trajectory. For each trajectory, SBMPO was executed
with a prediction horizon N = 18 and a branchout factor B =
43. These are chosen to provide sufficient sampling density
and predictive capability to avoid suboptimal local minimum
points. The optimized trajectories typically arrive at close
proximity to the desired reference location before 18 time
steps. The cost function minimized is

J =
N

∑
i=1

(x2(i)− x2,goal)
2 +(y2(i)− y2,goal)

2. (10)

For each optimized trajectory, the cost and states at each
time step were recorded and used to train the neural network
approximating the cost-to-goal. Of the 20,000 trajectories
generated, 70% were used to train the neural network and the
remaining trajectories make up the testing data set. The plot
in Fig. 6 indicates that the trained neural network predicts
the cost-to-goal. The figure is a regression plot between
predicted costs and actual costs to reach the goal, based on
the trajectories in the testing data set. The data points (black
circles) lie near the perfect prediction line (dotted black). The
regression line (blue) through the data points has slope 0.99
and the statistical R2 value is 0.996, indicating a close match
between the actual costs and the neural network predictions.

Once the neural network has been trained, a new batch
of 80 trajectories were optimized, again with randomized
starting and goal positions as given by (8) and (9). This
time, the optimizations for each of the trajectories was
performed twice, once with the trivial heuristic H0 = 0 and
once with the learned cost-to-goal estimate H1. For these
simulations, SBMPO is run with a prediction horizon N = 12,
and branchout factor B = 97. These values, which are higher



Fig. 7. H1-H0 Optimality Comparison. The cost of the planned trajectories
are plotted. The vertical axis represents the costs obtained using the learned
cost-to-goal estimate H1, while the horizontal axis represents the costs
obtained using the zero heuristic H0. Data points in the green region
represent an improvement in optimality when employing the learned cost-
to-goal estimate while points in the red region represent a decrease in
optimality.

than typical for optimization without a problem-specific cost-
to-goal, were chosen to accentuate the differences between
the two approaches. Higher values of these tuning parameters
enables a more dense search of the solution space, yielding a
better cost-to-goal estimate. Selecting smaller branchout fac-
tor and prediction horizon parameters parameters, however,
can reduce computational cost.

For the 80 test cases, results comparing trajectory costs
and computational times are presented in Figs. 7, and 8,
respectively. In each figure, the vertical axis represents
performace when using the H1 cost-to-goal estimate, while
the horizontal axis represents performance when using the
trivial heuristic, H0. As discussed near the end of Section I,
the use of a non-optimistic heuristic can lead to a degree of
suboptimality. Fig. 7 illustrates the degree of suboptimality
that is introduced for this example, which is considered a
tradeoff for the reduced computational cost given in Fig.
8. In Figs. 7 and 8, the green region represents improved
performance and the red region represents diminished per-
formance. In Fig. 7, the costs of the trajectories computed
with the cost-to-goal estimate H1 closely match the costs
when computed with the zero heuristic H0. In fact, the worst
case increase in trajectory cost when using the cost-to-goal
estimate is below 1%. However, Fig. 8 indicates a significant
overall reduction in required computational time. Without
the cost-to-goal estimate, the longest computation out of
all the trajectories takes 356 seconds. When using H1, the
longest computation requires only 2.0 seconds. The cost-to-
goal estimate also improves the median computational time
from 1095 ms to 84 ms. This savings in computational cost is

Fig. 8. H1-H0 Computational Cost Comparison. The computational times
(log scale, in milliseconds) of the planned trajectories are plotted. The
vertical axis represents the time to compute using the learned cost-to-
goal estimate H1, while the horizontal axis represents the time to compute
using the zero heuristic H0. Data points in the green region represent
an improvement in computational time when employing the learned cost-
to-goal estimate while points in the red region represent a decrease in
computational time.

achieved because the learned cost-to-goal adds directionality
to the search, exploiting the structure of the optimization
problem. Note that although overall computational perfor-
mance is improved, some trajectories lie in the red region,
indicating an increase in computational time. This happens
for two reasons. First, the stochastic nature of sampling will
sometimes guide the search into an advantageous region of
the search space and lead to fast convergence, even without
a heuristic. Second, the evaluation of a cost-to-goal estimate
adds some computational overhead, so the cases where the
original search requires little exploration to find the goal, this
computational overhead can exceed the savings.

V. CONCLUSION

This research introduces a technique for achieving faster
optimization for graph search algorithms by employing a
learned cost-to-goal estimate when no suitable analytically
derived cost-to-goal estimate is available. The proposed
method uses a neural network to approximate costs from
any starting state to any goal state, which is trained using
optimizations simulated offline. Although a neural network
was chosen in this research, other methods for fitting the
cost-to-goal estimate, such as multivariate polynomial re-
gression [32][33], spline regression [34][35], and wavelet
regression [36] methods, may also provide equivalent results.
The general procedure is outlined and results are presented
for an example that uses SBMPO for a nonlinear trajectory
planning problem corresponding to a two-link pendulum.
SBMPO with a zero cost-to-goal, while computationally



expensive, is suitable to generate trajectory data to train the
neural network. The trained neural network represents an
estimate of the cost between any two states. When SBMPO
is employed using this cost-to-goal estimate, virtually no
change is observed in the optimized trajectory costs, but
computational cost savings of one to two orders of magnitude
are achieved when compared to the same computations
without the learned cost-to-goal estimate.

One immediate result of this research is the ability to apply
SBMPO in real time for systems with more inputs and out-
puts than previously possible. Longer prediction horizons and
greater branchout factors are also feasible, enabling SBMPO
to sample the input space more comprehensibly and find
more optimal solutions. The same process may be applied to
any model-based optimization for which an analytical cost-
to-goal estimate is unavailable, and the approach may also be
used to refine an existing cost-to-goal estimate and improve
computational efficiency by removing conservatism.

Future work includes the development of anytime SBMPO
optimization for general systems. While existing anytime
optimization approaches are limited to a class of problems
for which a cost-to-goal estimate may be derived, the learned
cost-to-goal approach presented in this research enables any-
time optimization for more general optimization problems.
The learned cost-to-goal, along with anytime optimization,
is advantageous when applied in real-time systems, where an
optimization result is usually required within a deterministic
interval of time.

APPENDIX

The equations of motion for a damped double pendulum
represented by point-masses suspended by massless rods are:

F1 =
−β1θ̇1 + τ1− τ2 cos(θ2−θ1)+T1 +T2 +T3−T4

D1
(11)

F2 =
−β2θ̇2 + τ1 cos(θ2−θ1)− τ2

(m1+m2)
m2

−T5 +T6 +T7−T8

D2
(12)

where

T1 = m2L1θ̇
2
1 sin(θ2−θ1)cos(θ2−θ1)

T2 = m2gsin(θ2)cos(θ2−θ1)

T3 = m2L2θ̇
2
2 sin(θ2−θ1)

T4 = (m1 +m2)gsin(θ1)

D1 = (m1 +m2)L1−m2L1 cos2(θ2−θ1)

(13)

T5 = m2L2θ̇
2
2 sin(θ2−θ1)cos(θ2−θ1)

T6 = (m1 +m2)gsin(θ1)cos(θ2−θ1)

T7 = (m1 +m2)L1θ̇
2
1 sin(θ2−θ1)

T8 = (m1 +m2)gsin(θ2)

D2 = (m1 +m2)L2−m2L2 cos2(θ2−θ1).

(14)
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